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1 Introduction

A promising route toward human-like common sense in
artificial intelligence is to model the perception-action
loop of pre-verbal infants (Lake et al., 2016), who dis-
cover causal relationships in the environment through
sensorimotor interaction. Modeling this developmental
stage in artificial agents for real-world operation neces-
sitates bridging sub-symbolic perceptual processing with
symbolic reasoning. Because monolithic purely neu-
ral models (i.e., end-to-end models consisting of neural
components only) lack transparency and reliability, and
classical symbolic methods struggle with highly unstruc-
tured, real-world perceptual data, the present research
proposes a minimal neurosymbolic cognitive architec-
ture that enables an embodied agent to autonomously
learn and reason about its environment and the physi-
cal relationships within it. More specifically, the cen-
tral contribution is an architecture in which perceptual
abstractions, sensorimotor representations, and causal
structure are explicitly coupled: grounded concepts de-
rived from perception and action serve as variables in a
causal world model, thereby supporting inference, ex-
ploration, and action generation.

2 Proposed Architecture

At a high level, the proposed architecture inte-
grates perceptual abstraction, causal world modeling,
and inference-driven action generation into a closed
perception-action loop (Fig. 1). Continuous visual in-
put is abstracted into organized object-centric seman-
tic representations using conceptual spaces (Gärdenfors,
2000), quantizing raw data into high-level categories
without linguistic influence. These grounded concepts
are then encoded into a structural causal model (Pearl,
2009) (i.e., a probabilistic graphical model) serving as
the agent’s world model. The causal formalism ensures
modularity and transparency, representing environmen-
tal dynamics as disentangled causal relationships. Rea-
soning and action selection are performed by applying
active inference over the causal world model. By min-
imizing variational and expected free energy over the
world model, the agent can infer environmental states
from partial information while simultaneously generat-
ing actions that drive exploration or goal-oriented behav-
ior.

The work encompasses the theoretical design of the
architecture and computational implementation of its es-
sential parts. We first design and implement a perceptual
module that leverages computer vision methods to pro-
cess real-world low-level visual input and produce high-
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Fig. 1: High-level perception-action loop of the pro-
posed architecture. Visual perception abstracts envi-
ronmental observations into grounded variables for the
world model, which facilitates sensorimotor inference.

level semantic representations of the scene and its ob-
jects. Concurrently, the reasoning and action-generating
module is developed and tested within a robotic simu-
lator on several basic sensorimotor tasks. We evaluate
the world model’s capacity to learn causal dynamics and
the active inference loop’s ability to drive environmental
inference and action planning. Ultimately, both subsys-
tems are integrated in simulation to solve more complex
visuomotor tasks.

3 Expected Contribution
By operationalizing this architecture, we expect to
demonstrate that an artificial embodied agent can extract
language-independent abstractions, discover causal dy-
namics, and perform efficient action planning and in-
ference from partial information. More broadly, the
work provides a computational testbed for studying how
grounded concepts, causal structure, and intrinsically
motivated action may co-develop in embodied artificial
agents.
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