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1 Introduction

The current surge of Al research has cleared a path
for rapid advancement in various fields. Medicine
is one such benefactor: recent years have seen the
development of highly effective brain-to-speech im-
plants for stroke patients who can no longer speak
themselves (Willett et all, 2023).

Up to 2025, the state of the art in speech decoders
was restricted to recurrent neural networks (RNNs),
a classic, well-generalizable archtecture. Despite
their simplicity, RNNs are versatile and less data-
hungry than more sophisticated models, keeping a
place in modern toolkits.

In 2026 Zhang et al) (2026) published the Brain-
to-Text Transformer (BIT), a first of its kind model
that was trained on 400 hours of human and monkey
Utah array data from a variety of tasks. Leverag-
ing most available public primate Utah array data,
they were able to train a transformer model that
outperformed RNNs on attempted speech decoding,
achieving a word error rate below 6%.

To bridge the gap between different species and
tasks they trained the model in two stages: first al-
lowing the model to learn general firing patterns on
unlabelled data, and then a second stage of super-
vised training on data from stroke patients attempt-
ing speech.

Although this result is impressive, there remain
avenues of improvement. Transformers were de-
signed for text-based translation tasks, turning one
sequence into another. They work well, but other
architectures might be better suited to real-time de-
coding of high-frequency recordings.

State-space models (SSMs) are a modern archite-
cure intended for general sequence modelling, from
text to audio to genomes (Gu and Dag, 2023). SSMs
model the data as a dynamical system evolving in
time, and thus have a structure that may more
closely match the behaviour of nerual populations
than that of an RNN or transformer. Because SSMs
have a more restrictive represtantion of the data,
they are more interpretable, require less data to
train, and perform faster.

If SSMs work well, they could offer both bet-
ter computational efficiency and a clearer view of
speech-related neural dynamics, including whether
particular latent states track preparation, articula-
tion, or pauses.
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2 Data & Methods

All data comes from publicly available Utah ar-
ray recordings from human motor cortex, listed in
Zhang et al.

I will follow BIT’s two-stage process of pre-
training on unlabelled data followed by fine-tuning
on attempted speech. In pre-training I will test both
signal reconstruction and contrastive objectives.

For the speech-decoding stage, I will attach
a phoneme decoder and train with Connectionist
Temporal Classification (CTC) loss, which allows
variable-length phoneme sequences to be learned
from neural time series without frame-level align-
ment. 1 will evaluate two SSM architectures: S5
and Mamba. If phonemes can be decoded from the
signal, it is a relatively simple task to convert them
into words.

3 Hypotheses & Discussion

Improved decoding performance from an SSM would
suggest that speech-related Utah array activity may
be well-modeled as a latent dynamical system, which
is much more theretically tractable than large trans-
formers or raw neural signal. Although SSM states
are still abstract concepts, they can at least be more
readily interpreted as dynamical filters of the signal
with better-defined mathematical properties.
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