Probing LLM Introspection and Internal Signals in Historical Role-Play
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1 Introduction

Large language models (LLMs) increasingly shape how
users encounter historical events by selecting and fram-
ing information about the past. [Jahrmann et al.| (2025)
examined this issue in a historical role-playing setting
and showed that different LLM narrators produced dif-
ferent framings of the Moritz Schlick case. This raises
the question of whether such framings can be examined
not only in generated text but also through methods of
explainable artificial intelligence (XAI). Recent work in
the prompting approaches of XAl suggests that LLMs
can sometimes predict aspects of their own behaviour
better than other models can (Binder et al.| 2025). Com-
plementarily the mechanistic paradigm of XAI shows,
that sparse autoencoders (SAEs) offer a method for de-
composing activations into sparse latent features (Gao
et al., |2025). Building on this role-playing setting, this
study examines LLM-generated motive framings in the
Moritz Schlick case through self-reports, blinded post-
hoc classifications, and exploratory SAE-based analysis.
It asks which motive framings selected LLM narrators
generate, whether the same LLM as a post-hoc grader
recovers these framings more closely than a different
LLM, and whether sparse autoencoders identify latent
representations associated with the same categories.

2 Methods

The study uses an empirical computational design. Fig-
ure[T|shows the proposed role-playing pipeline. In a ten-
turn role-playing game, an LLM acts as narrator. Each
turn produces a scene description, four player options,
and a JSON self-report with an open-vocabulary motive
label and a O to 4 score indicating how strongly each
option points toward that motive. The open-vocabulary
motive labels are then mapped into five categories which
were determined based on the Moritz Schlick case. The
mapping is done by prompting another LLM to clas-
sify these labels into the predefined categories. Blinded
LLM graders receive only the visible game history and
action options, with one same LLM and several differ-
ent graders for each narrating LLM. Agreement between
self-reports and post-hoc classifications will be analysed
with agreement measures, while the scores will be anal-
ysed as ordinal ratings. In a separate SAE-based anal-
ysis, selected tokens and options will be grouped by the
five motive categories and inspected for their most active
latent features.
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2. Post-hoc Labeling and
Category Assignment

1. Game Generation

Post-hoc labeling
LLM graders s
Each grader a

Turn output

Scene text + Four player action options. +
JSON self-report
e
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Example turn + options
You find yourself standing in a telephone
booth outside the University of Vienna

1. Approach the group of students.

2. Buy a newspaper.

3. Enter the university.

4. Look for notes near the staircase.

Category assignment

Open motive labels from self-reports and LLM graders are
mapped to the categories: psychological; philosophical;
emotion: other

Example JSON

option_1: main_factor =
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tor =

ore = 2;
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Example mappings
1

Fig. 1: Role-playing pipeline

3 Expected Results

Based on Jahrmann et al.| (2025) LLMs are expected
to differ in their use of motive framings. Motivated
by Binder et al.| (2025)), post-hoc classifications are ex-
pected to agree more strongly with self-reports when the
same LLM performs both narration and later grading.
For the SAE analysis, we expect that some active latent
features may show category-related patterns that are in-
terpretable in relation to the generated text, self-reports,
or post-hoc classifications.

4 Discussion

This study contributes a pipeline for analysing LLM-
generated historical framing across self-reports, blinded
post-hoc classifications, and internal activation features.
The main limitation is that our prompting-based self-
reports are not ground truth about LLM reasoning, so
same-model agreement should not be treated as evidence
of introspective access.

References

Binder, F. J., Chua, J., Korbak, T., Sleight, H., Hughes,
J., Long, R., Perez, E., Turpin, M. and Evans, O.
(2025). Looking inward: Language models can learn
about themselves by introspection. In ICLR 2025, vol.
2025, pp. 3710-3756.

Gao, L., Dupre la Tour, T., Tillman, H., Goh, G., Troll,
R., Radford, A., Sutskever, I., Leike, J. and Wu, J.
(2025). Scaling and evaluating sparse autoencoders.
In ICLR 2025, vol. 2025, pp. 26721-26754.

Jahrmann, M., Brandstetter, T. and Glasauer, S. (2025).
Robopsy pl [ai]: using role-play to investigate how
IIms present collective memory. arXiv:2510.09874.



	Introduction
	Methods
	Expected Results
	Discussion

